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SIMT Multithreaded Execution

SIMT: Single-Instruction Multi-Thread

applies instruction to independent threads

SIMT provides easy single-thread scalar 

programming with SIMD efficiency

Warp:  the set of 32 parallel threads

that execute a SIMT instruction

Hardware implements zero-overhead 

warp and thread scheduling

Each thread processor manages state for 

up to 128 threads

SIMT threads execute independently

SIMT warp diverges and converges when 

threads branch independently

Best efficiency and performance when 

threads of a warp execute together

warp 8 instruction 11

Single-Instruction Multi-Thread
instruction scheduler

warp 1 instruction 42

warp 3 instruction 95

warp 8 instruction 12

...

time

warp 3 instruction 96


